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type of each FU must be determined. In operation scheduling,
the order that operations execute and the clock steps during
which each operation executes are determined. Lastly, for FU
and register binding, it is decided on which FU (register) each
operation (variable) will execute (store its result).
In this paper, we tackle the problem of scheduling in
high-level synthesis. We propose a variation-aware scheduling
algorithm based on an integer linear programming (ILP)
formulation that can be solved efficiently in polynomial time.
Our ILP formulation maximizes the PY of a bound or unbound
control data flow graph (CDFG) given a resource allocation,
latency completion constraint, and clock period. Since our
ILP formulation is efficient, we are able to perform design
space exploration across different resource allocations, clock
periods, and CDFG completion latencies. We offer the following contributions in this work 1) a totally unimodular ILP
formulation that can consider both unbound and bound designs
while considering multiplexer and interconnect delay. 2) a PY
model that is amenable to ILP and 3) a variation-aware and
layout-driven iterative algorithm for PY improvement. To the
best of our knowledge, this is the first ILP-based algorithm
for PY maximization that can be solved in polynomial time at
the behavioral level.
The remainder of this paper is organized as follows: In
Section II related work is discussed. In Section III the PY
model we use is presented. In Section IV a formal definition
for the problem and an overview of the algorithm that we
use to solve the problem is given. In Section V the ILP
formulation is presented. In Section VI the experimental
results are presented. Lastly, in Section VII some future work
and conclusions are offered.

Abstract—With the move to deep submicron processes, the
design-productivity gap has continued to widen for RTL-based
design methodologies. High-level synthesis has been touted as
a solution to the design-productivity gap by allowing designers
to move up to a higher level of abstraction where they focus
on the functionality of the circuit instead of the low level details.
However, at the same time, the move to deep submicron processes
has led to increased levels of process variation, which must
be considered during synthesis so that the performance yield
of the circuit meets design specifications. In this paper, we
tackle the problem of performance yield optimization during
the scheduling task of high-level synthesis. We formulate the
problem of performance yield optimization for scheduling as
an integer linear programming problem (ILP) and offer the
following contributions: 1) a totally unimodular ILP formulation
for performance yield maximization and 2) a variation-aware
and layout-driven iterative algorithm for performance yield
improvement. Experimental results show that we can obtain
significant gain in performance yield compared to a state-ofthe-art variation-aware high-level synthesis tool FastYield.

I. I NTRODUCTION
Process variation has become one of the key concerns for
modern high performance circuits. In the last five years, a
whole body of literature has been created that explores different aspects of process variation. This literature spans from
characterization of different sources of process variation to
algorithms that mitigate the effects of it [1] [2]. It has become
clear that process variation-aware design is required to obtain
a high performance yield (PY) in today’s deep submicron
process technologies. While process variation has become a
dominant problem, circuit designers’ ability to address the
issue in highly complex designs has decreased due to the
increasing design-productivity gap. High-level synthesis has
been touted as a solution to increase productivity by allowing
designers to operate at a higher level of abstraction where
they no longer have to worry about low level details such as
register timing and can instead focus on implementing ever
more complex functionality.
Traditionally, high-level synthesis or behavioral synthesis
is divided into three interrelated subproblems: 1) resource
allocation, 2) operation scheduling, and 3) functional unit
(FU) and register binding. For a complete design, all three
subproblems must be solved, but there is no required order
to the subproblems. In resource allocation, the number and
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II. R ELATED W ORK
In recent years, a number of variation-aware high-level
synthesis algorithms have been proposed. One of the first
works on variation aware scheduling was proposed by Hung et.
al [3]. Hung proposes a simulated annealing based algorithm
that performs scheduling, resource allocation, and binding.
The algorithm alternates between three different moves: clock
period selection, resource re-binding and operation execution
time shifting. The goal of the algorithm is to reduce area while
meeting PY constraint.
Jung et. al [4] also propose a variation-aware scheduling
algorithm that aims to minimize the latency of a CDFG by
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finding yield-equivalent subgraphs in the CDFG. By using
branch and bound techniques, patterns within the CDFG graph
that are similar are found and then bound to the same FUs.
By doing this, the PY of the overall circuit is increased
since the correlation of the delay distributions between the
two subgraphs is 1. This means that when calculating the
final PY for the circuit, the subgraph can be considered to
be one operation instead of two separate operations. While
good results are reported, the algorithm fails to consider
multiplexers and interconnect delays which will add significant
delay and will also cause the assumption that the subgraphs
are perfectly correlated to be false.
Chen et. al [5] propose an ILP-based simultaneous scheduling and binding algorithm. The algorithm aims to find the
lowest latency schedule given a resource constraint and timing
yield constraint. While their algorithm performs scheduling
and binding simultaneously, two important aspects are ignored.
First, the delay of all operations are considered to be identical
because interconnect and multiplexer delays are ignored in the
formulation. Second, the ILP formulation cannot be guaranteed to be solved in polynomial time since in general ILP is
NP-hard.
An ILP-based scheduling approach has been proposed by
Cong and Zhang [6] which relies on difference constraints.
Cong proves that by using difference constraints, the resulting
constraint matrix is guaranteed to be totally unimodular. This
formulation allows the integer linear programing problem to
be solved efficiently in polynomial time, which allows the
approach to be used for design space exploration. Cong et.
al then extend their approach in [7] by introducing the idea
of soft constraints. Soft constraints allow for the addition
of constraints that can be violated during the optimization
process by accepting a cost penalty. Such constraints are
added to benefit clock or power gating to reduce circuit
power consumption. More important for our work is that they
show that some convex functions can be introduced into the
objective function through piecewise linearization. The method
they present adds the piecewise functions by relaxing the ILP
problem to a linear programming problem while maintaining
the integrality of the solution to the resulting linear program.

Fig. 1.

Clock period effects on PY

number of clock cycles, thereby reducing the problem of
wasted execution time, which in turn allows for higher PYs.
Figure 1 shows the cumulative density function for a 32-bit
multiplier that has a mean delay of µ = 1.95ns and a standard
deviation of σ = 0.18ns. As we can see from the figure, for
the case where the clock has a period of 1.0ns, there are 2
valid values of execution times for the multiplier where the
PY is not 0. If 2 cycles are alloted, then the PY for the unit
will be 60%, and if 3 cycles are alloted, then the PY will be
100%. For the case where the clock period is 0.4ns, 4 cycles
are required for a PY of 2%, 5 cycles are required for 60% and
6 cyles are required for 99.4%. It is easy to see that smaller
clock periods lead to more choices for the execution cycles of
a FU. However, the more important and subtle point is that,
by choosing the clock period of 1.0ns, we have wasted 0.6ns
of execution time for nearly no increase in PY. As the figure
shows, only 2.4ns of execution time is required to obtain over
99% PY, but since the clock period is 1 ns, there is no choice
but to choose 3 cycles for the execution, which gives us 3.0ns
of execution time. This is valuable time that could be used
for other operations to execute. Based on this observation, we
choose to define a latency requirement in our algorithm, and
allow the clock period to vary, in order to find a clock period
that can minimize the amount of wasted execution time.
Given multiple types of multi-cycle FUs, the PY for the
CDFG can be calculated as:
PY =

III. P ERFORMANCE Y IELD M ODELING

n
Y

cdf (mi ∗ clk)

(1)

i=1

There are many factors that affect the PY of a design.
For our work, we follow the assumptions of many high-level
synthesis papers by assuming that the delay distributions for
FUs can be represented by Gaussian distributions [3] [4] [5]
[8]. While we make the Gaussian assumption for this work,
our methods are general enough that they can be extended to
handle many other types of delay distributions.
As has been shown in previous work on PY optimization
for high-level synthesis [3], the clock period plays a major
role in determining the allowable PY levels for a given FU.
When multiple different types of FUs are present in a design,
a common design technique to reduce the amount of wasted
execution time is to introduce multi-cycle FUs. Multi-cycle
FUs allow each different type of FU to execute in a different

where n is the number of FUs, mi is the number of cycles
for FU i and clk is the chosen clock period.
A common assumption in scheduling is that the delay
distribution for each type of FU is assumed to be identical.
In reality, this is not the case due to different multiplexer
and interconnect delays for each bound FU. This observation
has led us to relax the restriction of previous works that
require each operation on a bound FU to execute in the same
number of clock cycles. By relaxing this restriction, we are
able to gain significant PY improvement during scheduling
since operations with shorter path-delays can be scheduled in
a fewer number of cycles compared to operations with larger
path-delays. This assumption has also been relaxed in [9] for
optimizing power with good results, where the supply voltage
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IV. P ROBLEM D EFINITION AND A LGORITHM OVERVIEW

(a) Floorplan
Fig. 2.

Given the observations and restrictions mentioned above,
we formally define the scheduling problem as follows:
Scheduling Problem: Given a clock period, c, latency constraint, l, FU allocation, F UAlloc , and a bound or unbound
CDFG, find the execution time for each operation of the CDFG
and a scheduling solution for the CDFG.
We solve this problem through the use of ILP. We present
an efficient formulation that can be solved in polynomial time.
Since the formulation is efficient, we are able to perform
design space exploration by varying the design constraints
discussed above.
The overall flow for three different uses of our algorithm is
presented in Figure 3. These three uses are presented to show
that our scheduling algorithm can provide yield improvements
during many different stages in the design flow. The first use,
Figure 3(a), takes an unbound CDFG, a latency constraint, and
a clock period range. It then performs design space exploration
over a range of clock periods to determine the optimal PY
schedule for each clock period. In this mode, estimations of
the interconnect and multiplexer delays can be considered, but
in general, it is too early in the design flow for this information
to be known to designers.
In the second mode, Figure 3(b), called bound scheduling
or rescheduling, the algorithm is once again given a latency
constraint and clock period range, but it is also given the
binding information, which consists of the FU binding, the
register binding, multiplexer delays, and interconnect delay.
The algorithm then sweeps across the clock period range
searching for the optimal clock period to maximize the PY
of the design.
The last mode, Figure 3(c), shows a typical full design flow
using our scheduling algorithm. The flow starts by performing
an unbound schedule. The schedule is then passed to a layoutdriven variation-aware binding algorithm. The results from
the binding algorithm are then used for bound scheduling
to further increase the PY of the design. In the following
section, we discuss the formulation for both unbound and
bound designs.

(b) Schedule

Sample floorplan and schedule

of an FU can be dynamically changed so that operations bound
to it can execute under different cycle numbers.
Figure 2(a) shows a sample floorplan for all MUXs and
interconnect that belong to the two operations that are bound
to the multiplier. As we can see from this example, the
registers that hold the operands for Operation 1 are located at
a farther distance from the input multiplexers than the source
operands for Operation 2. Also, the sink register for Operation
1 contains a 5-input multiplexer on its input, compared to a 2input multiplexer for Operation 2. This combination of a larger
multiplexer and longer interconnect for Operation 1 combine
to make Operation 1 take significantly longer to execute than
Operation 2. By allowing Operation 2 to execute in fewer
cycles than Operation 1 as shown in Figure 2(b), it is possible
to allow other more critical operations that are bound to other
FUs to execute for a larger number of cycles. As Figure 2(b)
shows, by allowing Operation 2 to execute in only 2 cycles, it
is possible to start executing Operation 3 earlier which can lead
to reduced latency for the CDFG or it is possible to execute
Operation 3 for a longer amount of time which results in a
higher overall PY.
Since we allow each operation to be scheduled in a different
number of clock cycles, our PY can no longer be calculated
using Equation 1. Instead, we must calculate the PY using
Equation 2

PY =

n
Y

min(cdfop1 , cdfop2 , ..., cdfopj )

V. ILP FORMULATION
We offer two different ILP formulations, one for the case
when interconnect and multiplexer delay information is available and one for the case when only the delay of the FU
itself is known. Both formulations result in totally unimodular
matrices, which can be solved efficiently in polynomial time.
The goal of the ILP formulation is to maximize the PY of
a CDFG given a fixed clock period and latency constraint.
Inspired by the contributions of [6] and [7], we leverage the
presented theorems to ensure that our formulation is totally
unimodular and can be solved efficiently.
For each node in the CDFG, the variables in Table I are
defined. These variables will be explained in more depth
when their corresponding constraint is described. We present
the ILP constraints beginning with the constraints that are
common between the bound and unbound ILP formulations.

(2)

i=1

where op1 , op2 , ..., opj are bound to FU i.
In Equation 2, the PY for each operation is calculated by
performing a statistical timing analysis on the path that belongs
to the operation, starting at the operation source registers and
ending at the operation sink register. This gives the delay
distribution for the operation, which is used along with the
clock period and number of execution cycles to calculate the
PY for the operation. Once the PY for each operation is
calculated, the final PY for FU i, is the minimum of all the
operation PYs that are bound to the FU.
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(a) Unbound Scheduling

(b) Rescheduling/Bound Scheduling
Fig. 3.

Scheduling Algorithm Modes

TABLE I
ILP VARIABLES
Variable
Pi
Bjk
cyclesi
starti
endi

for. The cyclesi variable is used in the objective function
to determine the PY loss. Given the above constraint the
following equations should always hold:

Description
The performance yield loss for node i
The execution time loss for
node j bound to FU k
The number of PY losing cycles for node i
Start time for node i
End time for node i

cur cyclesi = endi − starti
cyclesi = max cyclesi − cur cyclesi
This structure of constraint is proven to result in a totally
unimodular matrix by [7] with the following theorem:

These include the dependency constraints between operations
and the operation timing constraints which take the form of
difference constraints. The operation timing constraint is the
most important of the constraints as it is used to determine
the PY for each operation. Next, we discuss how resource
constraints are honored for both the bound and unbound case.
Lastly, the objective functions for both the unbound and bound
cases are defined.

Theorem 1. (Raghavachari, [10]) If a m × n matrix A ∈
{−1, 0, 1}m×n has a row(or a column) with at most one
nonzero element, A is totally unimodular if and only if the
resulting matrix, after removing the row(or column) from A,
is totally unimodular.
The constraint of Equation 4 satisfies this theorem since the
cyclesi variable is only found in the objective function and all
other constraints in the formulation are difference constraints.
The max cyclesi variable is calculated from the delay
distribution, Di (µi , σi ) of the operation using Equation 5
where µi is the mean delay for the operation and σi is the
standard deviation of the delay.


µi + 3 × σi
max cyclesi = ceiling
(5)
clk

A. Common Constraints
1) Dependency Constraint: The dependency constraint is
used to ensure that operations execute in a proper order. For
each edge e(i, j) between operations i and j in the CDFG,
the following constraint is added:
endi − startj ≤ 0

(3)

We define the starti and endi variables as the number of
clock edges that have occured instead of the number of clock
periods so that the number of cycles that an operation executes
can be calculated directly as endi −starti . An example of this
is shown in Figure 2(b) where operation 3 has end3 = 5 and
start3 = 2 which gives an execution length of 3 cycles.
2) Operation Timing Constraint: The operation timing constraint is used to ensure that the end time for the operation is
greater than the start time. It is also used to determine the
PY loss for the operation. The operation timing constraint is
added for every operation i in the CDFG as:
starti − endi − cyclesi ≤ −max cyclesi

(c) Full Scheduling Flow

3) Latency Constraint: To ensure that the latency constraint
is met, the constraint in Equation 6 is added for every primary
output node in the CDFG where l is the latency constraint.
endi ≤ l

(6)

B. Resource Constraints
1) Unbound: To honor resource constraints, we use the
idea of precedence edges presented in [6]. For the unbound
case we perform an as-late-as-possible (ALAP) schedule. The
operations for each FU type are then placed in a list and sorted
according to their ALAP schedule time with the lowest ALAP
time operations at the beginning of the list. Given a resource
allocation, Rk for FU type k, the list is then traversed and
a precedence edge is added between operation i and i + Rk
starting from the beginning of the sorted list. This ensures that
no more than Rk operations will execute at any time step.

(4)

where max cyclesi is the number of cycles that is required
for the operation to achieve a PY of 100%. In this constraint,
the cyclesi variable represents the number of cycles below the
max cyclesi value that the operation is currently scheduled

20

2) Bound: In the bound formulation, the precedence edges
are added based on the FU and register binding solution.
For every FU, all operations that are bound to the FU are
sorted according to their order in the unbound schedule.
A precedence edge is then added between all successive
operations in the list.
When performing scheduling on a binding solution, the
register binding must also be honored. To ensure that the
register binding is honored, we use precedence edges. To add
the precedence edges, the operations that generate variables
bound to a register are sorted according to their execution
times in the unbound schedule. A precedence edge is then
added between each successive operation that stores its results
in the register. These edges ensure that no register is supposed
to store values for multiple operations at the same time in the
new PY maximized schedule.

Fig. 4.

Piecewise PY loss function construction

point, the function is convex. We take advantage of this fact
to approximate the PY loss function as a convex function
up to the first integral point above the 50% loss point. We
then bound the cyclesi variable to ensure that a valid value
is chosen. Algorithm 1 shows the algorithm for constructing
the piecewise PY loss function. The function has two parts.
In the first part, the PY loss for each integral cyclesi value
is calculated by taking the ceiling of the percentage loss
value over the convex region of the PY loss function. In the
second part of the function, the new piecewise approximation
functions are calculated by finding the equation, P C(x), for
the line between each pair of successive points. Each piecewise
approximation is then added as a constraint to the linear
program as:
Pi ≥ P C(x)
(7)

C. Objective Function
Our objective functions seek to minimize the lost PY for
each operation in the CDFG. We choose to model the PY loss
instead of the actual PY of operations due to the complexity
of the PY function. By modeling the PY loss, we are able
to more accurately model the PY loss over more values that
are likely to be taken by the cyclesi variable. We first present
the objective function for the unbound case. We then present
the bound objective function which builds on the unbound
objective function to more accurately describe the PY loss
through the use of the binding information.
1) Unbound: The amount of PY loss for an operation is a
function of the number of cycles that it has to execute. Figure
4 shows the PY loss as a function of the cyclesi variable
for operation 1 of the FU shown in Figure 2(a) with a clock
period of 0.4ns. This PY loss function can not be directly
used in our ILP, due to its non-linearity. However, the work
of [7], [11] and [12] show that any convex function can be
translated into an ILP by removing the integer constraints and
piecewise linearizing the convex function at integral points.
[12] proved that the solutions to the resulting linear program
will remain integral. We use this theorem to help in expressing
our objective function.

where Pi is the PY loss for operation i.
The process for creating the piecewise segments is shown
graphically in Figure 4. We can see that for cyclesi = 0 the
PY loss starts at 0. This corresponds to adding the constraint
Pi ≥ 0. When cyclesi = 1 the PY loss increases to 22%. We
then calculate the line between the current point at cyclesi = 1
and the previous point cyclesi = 0 and add the constraint
Pi ≥ 22×cyclesi to the linear program. The process continues
to cyclesi = 2 where the PY loss is 93%. The piecewise
approximation line between cyclesi = 1 and cyclesi = 2
is then calculated and the constraint Pi ≥ 71 × cyclesi −
49 is added to the linear program. From this point forward,
the function is no longer convex so it cannot be piecewise
approximated any farther. Therefore, a bound is placed on the
cyclesi variable as in Equation 8.

Algorithm 1 Piecewise PY loss creation
for x = 0; x ≤ max cyclesi ; x = x + 1 do
if f (x) is convex then
PYloss[x]= ceiling(100 ∗ (1−
cdf ((max cyclesi − x) ∗ clk)))
else
add constraint(cyclesi ≤ x)
convex broken = x
break
end if
end for
for x = 1; x ≤ convex broken; x = x + 1 do
P C(x) = calculate line(PYloss[x], PYloss[x − 1])
end for

cyclesi ≤ 2

(8)

This bound ensures that the solution to the linear program
remains integral since values for which cyclesi cannot be
guaranteed to return an integer result are excluded. It also has
the side effect of bounding the minimum PY for the unit at 7%
for this example, since cyclesi cannot be greater than 2. While
in this case, the function can be approximated over nearly all
possible values for cyclei this is not always the case. In the
worst case, for a Gaussian distribution, the minimum value
that can be approximated using this method is 50% PY loss.
We do not forsee this being a problem since designs generally
try to achieve PYs that are much greater than 50%.

Examining Figure 4 we can see that the PY loss function
is not a convex function. However, until the 50% yield loss
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With the binding constraints the objective function becomes:
min :

n
X
i=1

Fig. 5.

Given the above algorithm for creating a piecewise approximation of the PY loss function, our objective function for the
unbound case can be fully expressed as follows for the ILP:
n
X

Pi

(9)

i=1

where Pi is the PY loss for operation i and is calculated using
the constraints described in Algorithm 1.
2) Bound: The bound objective function takes into account
the knowledge of which operations are bound to a FU. With
this information, we add terms to the objective function to
ensure that no operation on a FU is allowed more cycles to
execute than the slowest operation on the FU. This ensures
that execution cycles are not wasted trying to increase the PY
of an operation that is not the limiting factor in increasing
the PY of the entire design. We refer back to Figure 2(a)
which has a multiplier with 2 operations bound to it. Due to
the longer interconnect length and larger multiplexer on the
sink register input, the delay for operation 1 is longer than the
delay for operation 2. Figure 5 shows the corresponding PY
loss functions for operations 1 and 2. If cycles2 is allowed
to be smaller than cycles1 (e.g. operation 2 is given more
cycles to execute) then execution cycles will be wasted since
operation 1 is the critical path on the FU and will be selected
as the minimum PY value in the PY calculation of Equation
2. Therefore, we need a constraint to ensure that it is not
possible for cycles2 to be less than cycles1 . At first glance,
this seems simple, but adding the straightforward constraint
of cycles1 ≤ cycles2 will cause the constraint matrix to no
longer be totally unimodular. We could also add a new term
to the objective function, Bjkl , to denote the penalty for FU j
between operations k and l, where operation k is always the
slowest operation that is bound to a FU. The penalty function
for each operation pair is shown in Equation 10.
Bjkl = α × (cyclesl − cyclesk )

Bjkl

(12)

j=1 l=2

Algorithm 2 Bound Objective Function Iteration
Solve LP
while cyclesslow op > cyclesf ast op do
add bound(cyclesf ast op ≥ cyclesslow
Solve LP
end while

op )

VI. E XPERIMENTAL R ESULTS
In this section we show the versatility of our algorithm
in improving the PY of a benchmark in different design
situations. To do this, we perform three sets of experiments.
First, we show a design space exploration example, where we
demonstrate how the PY is affected across different resource
allocations, clock periods, and latency design points. Next, we
show how the algorithm can be used to improve the schedule
on a design where binding and resource allocation have already
occurred. Lastly, we show how our algorithm can be used
during a full design flow. We show that by using PVSchedule
to perform the initial schedule, and then again to perform
rescheduling, we are able to significantly improve the quality
of the resulting design and schedule.
We implement PVSchedule in C++ using lp solve [13] as
our linear programming solver. We run our experiments on
seven real-life benchmarks. The benchmark CDFGs include
several different DCT algorithms including pr, wang, and dir,
and several DSP programs such as mcm, honda, steam, and
chem [14]. The benchmarks are profiled in Table II.

(10)

where α is a sufficiently large value so that the cost is too
large for cyclesl to ever be greater than cyclesk in the optimal
solution. This function is added as a constraint while still
guaranteeing integer results using the work of [11] and [12]
as:
Bjkl ≥ α × cyclesl − α × cyclesk

zj
m X
X

where m is the number of bound FUs, zj is the number
of operations bound to FU j, l starts at 2 because l = 1
corresponds to the slowest operation, and k changes for each
FU j. However, this new objective function is non-convex
which leads to non-integral solution values when the ILP
program is relaxed to a linear programming problem.
Given these problems, we choose an iterative approach to
ensure that the PY is maximized. We first solve the linear
program using the same objective function as the unbound
case, except that the operation delays from the bound solution
are used. Next, we inspect the solution to see if there are
any occurrences where two operations that are bound to the
same FU have the slower operation scheduled in a fewer
number of clock cycles. If this situation occurs, then a bound
is placed on the cyclesi variable for the faster operation that
is equal to the number of cycles that the slower operation is
currently scheduled for. During each iteration, only one bound
is added to the linear program. The linear program is then
rerun and the process is repeated until the solution converges.
This approximation cannot guarantee an optimal result, but
does provide the guarantee that the solution cannot become
worse. Algorithm 2 presents this algorithm.

Bound operations PY loss

min :

Pi +

(11)
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TABLE II
B ENCHMARK P ROFILES
Benchmark
chem
dir
honda
mcm
pr
steam
wang

No. of
PIs
20
8
9
8
8
5
8

No. of
POs
10
8
2
8
8
5
8

No. of
Adds
171
84
45
64
26
105
26

No. of
Mults
176
64
52
30
16
115
22

Total No.
of Edges
731
314
214
252
134
472
134
Fig. 7.

Fig. 6.

Steam varying clock period

Steam varying FU numbers
Fig. 8.

We pre-characterize the resource library including FUs,
multiplexers and registers following the methodology from [8].
We apply 10% random variation and 10% spatially correlated
variation with a correlation distance of 1 mm to each resource
which follows the variation predictions laid out in [15]. The
characterization was performed on a 45nm library provided in
the design kit from [16].

Steam bound vs. unbound latencies

B. Rescheduling
In these experiments, we perform rescheduling on designs
that have already been bound following the flow in Figure 3(b).
For the experiments, we run the benchmarks through FastYield
[8] and then perform rescheduling on the resulting solution
using the bound scheduling constraints in PVSchedule. To
show the range of possible design points, we perform a sweep
across a range of possible clock values to determine which
clock period results in the smallest latency for a given PY.
During the design process if these values are fixed, then the
actual values can be fixed. For these benchmarks, the clock
period was swept from 1.0ns to the FastYield 95% PY clock
period for the specific benchmark. The clock period with the
lowest latency for a PY greater than or equal to 95% was then
chosen and is reported. After rescheduling, the new schedule
then honors all of the binding constraints, including the FU and
register allocation. Table III shows the results for rescheduling.
The columns ”FY Clock” and ”FY Latency” show the clock
period and latency for FastYield. The ”PV Resched Clock”
and ”PV Resched Latency” columns show the clock period
and latency for PVSchedule in rescheduling mode. The results
show that on average, rescheduling is able to decrease the
latency by 12.16% as compared to FastYield.
These results show the advantage of layout-driven scheduling and the advantage of allowing each operation to execute
in a different number of cycles. With the binding information,
PVSchedule is able to schedule each operation in the CDFG
based on accurate delay information, which results in a higher
quality scheduling result.

A. Design space exploration
In this section we perform design space exploration across
the steam benchmark. We first examine how the number of
FUs affects the schedule. To show this effect we performed
unbound scheduling following the flow in Figure 3(a) with
differing numbers of FUs. Figure 6 shows the results for this
experiment. From these results, we can see that the number of
multipliers has the largest effect on the latency of the resulting
schedule for a given fixed PY. This is demonstrated by the fact
that the solutions for the ”‘add: 8 mult:8”’ and ”‘add: 12 mult:
8”’ runs are identical which is the reason that only 4 solutions
are easily visible in the figure.
We then see how the clock period affects the schedule using
the bound version of steam. Figure 7 shows the PY vs. Latency
graph for differing clock periods. We can see that it is not
easy to extract a relationship between the clock period and
the resulting latency. Determining an algorithm to find the
optimal clock period will be a subject of future research.
Lastly, we show how the binding information affects the
schedule. Figure 8 shows the PY vs. latency graph for both
the bound and unbound case for differing clock periods. The
graph shows that for all clock periods, the binding result adds
extra latency compared to the original schedule but the binding
result is more accurate. This is due to the increase in operation
delay from the addition of the interconnect and multiplexer
delays.

C. Full Scheduling Flow
In this set of experiments we follow the flow of 3(c). We use
PVSchedule to perform an initial unbound scheduling. We then
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TABLE III
PVS CHEDULE R ESCHEDULING R ESULTS FOR 95% PY
Benchmark
chem
dir
honda
mcm
pr
steam
wang
Average

FY Clock
(ns)
6.79
5.94
5.82
5.14
5.24
6.1
5.45

FY Latency
(ns)
169.75
95.11
93.12
97.66
68.12
115.9
87.2

PV Resched
Clock (ns)
2.4
1.5
2
1.3
1.8
1.6
1.8

PV Resched
Latency (ns)
154
88
83
82
64
109
64

pass this schedule to a modified version of FastYield which
supports multi-cycle operations. With a binding solution, and
the interconnect delay, we then use PVSchedule’s bound
scheduling mode to reschedule the design. Once again, we
choose the clock period that has the lowest latency and a PY
of greater than or equal to 95%. Table III shows the results for
the full scheduling flow. The columns ”‘PV Full Clock”’ and
”‘PV Full Latency”’ show the results for the full scheduling.
Compared to FastYield, the full flow of PVSchedule is able
to reduce the latency for a 95% PY by an average of 36.80%.
The high level of improvement that PVSchedule is able
to achieve over FastYield can be attributed to its ability to
schedule each operation in a different number of cycles while
considering interconnect delays. This allows for operations
that have long interconnect routes or must pass through large
multiplexers to be scheduled for a longer execution length
than paths that do not encounter these obstacles. This ability
combined with a smaller clock period creates more opportunities for better scheduling results. Examining the results above,
we can see that the full scheduling flow greatly outperforms
the rescheduling flow. The reason for this is that the initial
schedule from FastYield creates a binding that limits the
number of operations that can be executed in parallel due to
both FU and register dependencies.
We also found that when running the benchmarks through
the bound scheduling flow (Figure 3(b)), our initial solution
to the bound ILP formulation was optimal and did not require
iterations of bounding the cyclesi variable. This observation
bodes well for our algorithm being able to achieve the optimal
schedule.

PV Full
Clock (ns)
2.5
2.1
2
1.3
1.8
1.5
1.9

PV Full
Latency (ns)
123
87
63
54
44
55
46

% Latency Improvement
PV Resched
PV Full
9.28
27.54
7.48
8.53
10.87
32.35
16.04
44.71
6.05
35.41
5.95
52.55
26.61
47.25
12.16
36.80

VII. F UTURE W ORK AND C ONCLUSIONS
In this paper, we presented a new variation-aware layoutdriven scheduling algorithm named PVSchedule. Our results
show that our algorithm is able to significantly reduce the
latency of a design while meeting a PY constraint. From
this research we have identified several key areas for future
research. First, we plan to explore the problem of selecting the
optimal clock period without requiring a sweep across clock
values. Second, we plan to explore the effect of the clock
period on the resulting controller complexity and to integrate
this analysis into PVSchedule.
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D. Runtime
Lastly, we present the runtimes for the benchmarks. For all
benchmarks the runtime for a single linear programming instance was under 0.5 seconds for the unbound linear programs
and 10 seconds for the bound linear programs. When including
FastYield, the runtime for most benchmarks was under 1 hour.
We do not present full runtime results because the majority of
the runtime is spent in the FastYield tool which is only used
to get the floorplan and binding solution and is not one of our
contributions. Our scheduling algorithm can be used with any
floorplanner and any binding algorithm. Given the runtimes
for solving the linear programming portion of the scheduling
flow, we show that the scheduling algorithm is efficient and
scales well to large problem sizes.
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